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Objective: Artificial intelligence in global supply chains has moved from analytical aid 

to executing authority, selecting suppliers, rerouting freight, and screening 

counterparties with little human intervention. This review characterizes the resulting 

governance risk: the risk that an organization cannot explain, justify, contest, correct, 

or answer for a decision taken through its automated systems. 

Methods: A structured narrative review with a disclosed protocol synthesized 119 

sources, comprising 101 studies and instruments published between 2018 and 2026 and 

18 earlier foundational works, identified through five databases, targeted regulatory 

retrieval, and snowballing. A governance framework was then developed by design 

synthesis. 

Results: Accountability structures rarely track the actual locus of decision, and 

advisory systems with high acceptance rates function as delegated systems with 

advisory-grade protections. Seven mechanisms generate governance risk, notably 

epistemic opacity, accountability diffusion, algorithmic monoculture, and displaced 

coercion onto lower-tier suppliers. The proposed Governed Autonomy Framework has 

four layers (decision rights and authority tiering, evidentiary traceability, assurance and 

contestability, and resilience engineering), operationalized through a five-level 

maturity model, governance indicators, and a staged implementation path. 

Conclusion: Governance risk is separable from model and operational risk and poorly 

addressed by prevailing compliance architectures. Supplier contestability is the most 

valuable and most neglected control, justified epistemically rather than ethically. 

Current regulatory deferrals do not justify delaying the evidentiary work that later 

compliance will require. 
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1. Introduction 

For most of the past two decades, artificial intelligence in supply chain management was a discussion about forecasting. 

Better demand signals, better lead-time estimation, better anomaly detection in quality data. The governance question 

raised by such systems was narrow: how accurate is the model, and how far should the planner trust it? Responsibility 

remained unambiguously human, because a human sat between the model output and the consequence (Baryannis et 

al., 2019; Choi et al., 2018). 

That intermediate position is being removed. Deployments now involve goal-directed systems that monitor 

operational data continuously, reason across workflows, and execute within a defined authority envelope without 

seeking approval at each step. Procurement systems issue requests for quotation, evaluate bids, and update systems of 

record (Ahiaeke Patrick et al., 2021; Akinleye & Adeyoyin, 2021). Planning systems sense demand and reposition 

inventory (Aifuwa et al., 2020; Akin-Oluyomi, Atima, Akinleye, & Okoruwa, 2023). Risk systems scan supplier 

financial signals, geopolitical events, certification status, and news sentiment, then recommend or initiate sourcing 

changes (Filani et al., 2022; Nnabueze et al., 2021). Warehouse fleets coordinate through multi-agent controllers with 

no operator in the execution path (Akanbi et al., 2025; Akanbi & Sunday, 2024, 2025; Huertos et al., 2026; Kumar et 

al., 2026), and orchestration architectures now extend agentic execution across enterprise boundaries (Ogundairo, 

2025). 

The operational case is well evidenced in mainstream, database-indexed reviews. Systematic reviews of AI adoption 

across supply chain functions report consistent gains in resilience, cost control, and continuity (Shahzadi et al., 2024; 

Zamani et al., 2023). A cluster of applied, practitioner-oriented studies reports comparable gains at finer operational 

grain: digital supply chain governance models in cost control and cycle time (Okonkwo et al., 2024a, 2024b, 2024e), 

predictive procurement planning sustaining operational uptime (Okonkwo et al., 2024c), automation and digital twins 

reducing procurement errors and turnaround (Akinlade et al., 2024; Akinleye & Adeyoyin, 2021), integrated digital 

platforms improving transparency across procurement networks (Okoruwa et al., 2024, 2025), and procurement 

strategy and enterprise resource planning adoption at national scale (Okonkwo et al., 2024d, 2025). This second cluster 

is treated throughout this paper as illustrative deployment texture rather than as independent corroboration, for the 

reasons made explicit in Section 2.3. The difficulty is that the control architecture surrounding these systems, however 

evidenced, has not kept pace with the authority delegated to them. Organizations have installed machine agency inside 

governance structures designed for human agency, and the mismatch is where exposure accumulates. 

This paper defines governance risk as the risk that an organization cannot explain, justify, contest, correct, or answer 

for a consequential decision taken through or by its automated systems. The definition draws on the structural account 

of accountability as a relationship in which an actor is obliged to explain conduct to a forum that can question, judge, 

and impose consequences (Bovens, 2007), and it is institutional rather than technical. A perfectly accurate model can 

still generate severe governance risk. This happens if no one can reconstruct why it acted, if no affected party can 

challenge the outcome, if responsibility is contested between the deploying business unit, the internal data team, and 

an external vendor, or if the decision cannot be reversed within the time the harm takes to materialize. Conversely, a 

mediocre model inside a strong accountability architecture may present modest governance risk, because errors 

surface, ownership is clear, and remedies exist. Governance risk is therefore a property of the sociotechnical assembly 

rather than of the model artefact, which implies that improvements in model performance are not substitutes for 

improvements in institutional structure. 

Three features make supply chains a harder governance environment than the settings in which algorithmic 

accountability has mostly been studied. Decisions extend across organizational boundaries and land on legally 

independent enterprises that did not consent to the model and cannot inspect it. Algorithmic accountability scholarship 

developed largely around decisions made by an institution about individuals within its own jurisdiction (Diakopoulos, 

2016; Mittelstadt et al., 2016; Pasquale, 2015), whereas supply chain decisions concern independent firms, many of 

them small and several contractual removes from the decision-maker (Tachizawa & Wong, 2014; Villena & Gioia, 

2018). Multi-tier networks are informationally dark below the first tier, so models are most confident where visibility 
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is best and least reliable where risk concentrates (Akin-Oluyomi et al., 2023b; Nnabueze et al., 2021). And supply 

networks are tightly coupled in the sense developed for high-risk technologies, so that buffers are thin by design and 

local adjustments propagate (Kim et al., 2015; Perrow, 1984). When many firms deploy similar models on overlapping 

data the network acquires a shared reflex with no analogue in a population of independently deliberating planners 

(Agbabiaka et al., 2019; Ogunwole et al., 2021). 

The paper addresses four questions. Which configurations of AI decision authority are being deployed, and where 

does accountability actually sit? Through what mechanisms does AI-enabled decision-making generate governance 

risk in multi-tier networks? What structural features must an accountability framework possess when decision authority 

is delegated across organizational boundaries? And how can such a framework be operationalized while regulatory 

obligations expand and enforcement deadlines move? 

Section 2 sets out the review protocol and the framework development method. Section 3 presents the taxonomy, 

the mechanisms, the regulatory position, the proposed framework, and its operationalization. Section 4 discusses cross-

cutting findings, implications, and limitations. Section 5 concludes. 

2. Materials and Methods 

2.1 Design 

The study combines a structured literature review with conceptual framework development. The review draws on the 

reporting principles of PRISMA 2020 for eligibility criteria, transparency of source classification, and disclosure of 

search construction (Table 1), but it is reported as a structured narrative review with a disclosed protocol rather than 

as a formal PRISMA systematic review, for reasons stated here rather than left implicit. Three features of the evidence 

base make a single linear PRISMA flow diagram unsuitable. The corpus spans three evidence classes identified through 

different routes: database search, targeted retrieval of standards and regulatory instruments, and backward and forward 

snowballing from included studies (Section 2.2). The applied and practitioner literature entered predominantly through 

snowballing and citation-network inspection rather than through the five named databases directly, so a single count 

of records identified per database would misstate its actual provenance. And snowballing continued iteratively as the 

framework in Section 3.4 was developed, rather than terminating in a single discrete screening pass before synthesis 

began. Section 2.2 reports the search constructs and the screening process used, Section 2.3 states how the resulting 

three evidence classes are composed and weighted, and Section 2.4 discloses the limits this reporting choice places on 

reproducibility. The framework itself is developed by design synthesis: each mechanism identified in the review 

generates a control requirement, and the requirements are grouped into layers ordered by dependency. This is a theory-

building rather than a theory-testing design, and Section 4.6 states the resulting limitations. Where controls are 

proposed they are aligned to established risk and assurance instruments so that adoption can proceed within existing 

management systems (International Organization for Standardization [ISO], 2018; International Organization for 

Standardization & International Electrotechnical Commission [ISO/IEC], 2023; National Institute of Standards and 

Technology [NIST], 2023). 

2.2 Search strategy and eligibility 

Searches were executed across Scopus, Web of Science, IEEE Xplore, the ACM Digital Library, and ScienceDirect, 

supplemented by targeted retrieval of standards and regulatory instruments and by backward and forward snowballing 

from included studies. Table 1 records the construction. The window opens in January 2018 and closes in July 2026. 
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Table 1. Search strategy across evidence sources 

Source Coverage Primary query construct 

Scopus; Web of Science 
Operations, information systems, 

and management venues 

("supply chain" OR procurement OR logistics) AND ("artificial 

intelligence" OR "automated decision" OR algorithmic) AND 

(governance OR accountability OR risk) 

IEEE Xplore; ACM Digital 

Library 

Computing, accountability, and 

human-factors venues 

("algorithmic accountability" OR "automated decision-making" 

OR "human-in-the-loop" OR "agentic") AND (transparency OR 

audit OR oversight) 

ScienceDirect 
Resilience, due diligence, and 

multi-tier governance 

("supply chain resilience" OR "multi-tier" OR "due diligence") 

AND (disruption OR visibility OR supplier) 

Standards and regulatory 

portals 

Binding and normative 

instruments 

Named-instrument retrieval: EU AI Act, CSDDD, ISO 31000, 

ISO/IEC 42001, NIST AI RMF, UNGP, OECD guidance 

Applied and practitioner 

literature 

Deployment evidence in 

procurement and logistics 

(procurement OR "digital supply chain" OR "supplier risk") AND 

(automation OR analytics OR "digital twin" OR platform) 

Snowballing Backward and forward Reference lists and citing works of all included studies 

Records were included where they addressed automated or algorithmic decision-making in supply chain, procurement, 

or logistics settings; accountability, transparency, or resilience of automated systems; or governance and regulatory 

instruments bearing on either. Records were excluded where they addressed model performance with no governance 

dimension, or where full text was unavailable. 

Title and abstract screening, and eligibility coding of retrieved full texts, was conducted independently by two co-

authors, Chukwudera Anunagba and Serif Oyindamola Oyesiji, against these criteria; disagreements were resolved by 

discussion, with a third co-author, Kingsley Chinazaekpere Ndupu, adjudicating where discussion did not converge. 

Snowballing substantially supplemented the five named databases: a majority of the applied and practitioner-tier 

sources entered the corpus through citation-network inspection of included studies and of a small number of research 

groups publishing recurrently on operational AI deployment in procurement and logistics, rather than through direct 

retrieval from Scopus, Web of Science, IEEE Xplore, the ACM Digital Library, or ScienceDirect. Where a retrieved 

source's journal could not be confirmed as indexed in one of the five named databases, it was coded as applied or 

practitioner-tier evidence (Section 2.3) rather than as an indexed peer-reviewed source, irrespective of that journal's 

own claim to operate peer review. 

2.3 Corpus and synthesis 

The final corpus comprises 119 sources. Sources were assigned to an evidence class by an explicit, applied rule rather 

than by a scored quality-appraisal instrument: a source was classed as an indexed peer-reviewed study only where its 

journal could be confirmed as covered by Scopus, Web of Science, IEEE Xplore, the ACM Digital Library, or 

ScienceDirect at the time of coding; a source was classed as a standard, regulatory, or intergovernmental instrument 

where it was issued by a standards body, regulator, or intergovernmental organization; a source was classed as a 

scholarly monograph where it was a book from an academic or university press; and every remaining source, including 

journals that describe themselves as peer-reviewed but could not be confirmed as indexed, was classed as applied or 

practitioner-tier evidence. On this rule the corpus comprises 37 indexed peer-reviewed journal articles, 4 scholarly 

monographs, 8 standards or regulatory instruments, and 70 applied or practitioner-tier journal articles (59% of the 

corpus), the last concentrated in a recurring set of operations- and compliance-focused journals and a recurring set of 

co-authoring research groups; Section 2.4 states the resulting limitation explicitly. Indexed peer-reviewed studies carry 

the greatest weight in claims about mechanism and are used, wherever available, as the anchor citation for a claim. 

Standards and regulatory instruments are treated as authoritative for normative content and non-authoritative for 

effectiveness. Applied and practitioner-tier studies are used for illustrative deployment texture and for the operational 

feasibility of controls, and are not treated as independent corroboration of a claim that also requires an indexed source. 
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Synthesis was narrative and thematic rather than meta-analytic, because outcome measures across the corpus are too 

heterogeneous to pool. 

2.4 Threats to validity 

Five limitations qualify the findings. Publication bias is material, since failed deployments and suppressed disputes are 

largely absent from the record. Sector bias is present, because the applied evidence concentrates in energy, 

infrastructure, pharmaceutical, and retail supply chains, and conclusions may not transfer to sectors with different 

contracting norms. Recency bias affects the agentic and multi-agent literature, where deployment is running ahead of 

evaluation. Citation-base composition is a further limitation. Of the 119 sources, 37 are journal articles in venues 

confirmed as indexed in one of the five named databases, 4 are scholarly monographs from established academic 

presses, 8 are standards, regulatory, or intergovernmental instruments, and 70 (59%) are applied or practitioner-tier 

journal articles whose indexing in the five named databases could not be confirmed, with a recurring set of co-authoring 

research groups accounting for a large share of this last category. These sources are treated throughout as illustrative 

deployment texture rather than as independent corroboration (Section 2.3), but the paper's account of the scale and 

maturity of operational AI deployment in supply chains would rest on a narrower evidentiary base if this category were 

removed, and readers should weigh the applied evidence accordingly. Reproducibility is correspondingly limited. 

Because identification combined database search with extensive iterative snowballing across heterogeneous evidence 

classes (Section 2.1), stage-by-stage screening counts were not tracked in a form that supports a single PRISMA flow 

diagram; the eligibility criteria, screening process, and evidence-class composition reported in Sections 2.2 and 2.3 are 

offered in place of that diagram. Finally, the regulatory account in Section 3.3 reflects instrument texts and amendments 

as verified against official sources up to the July 2026 search cut-off stated in Section 2.2. This area is under active 

amendment, and readers relying on this account for compliance purposes should verify current requirements against 

the primary regulatory texts rather than against this account. 

3. Results 

3.1 A taxonomy of AI decision authority 

Governance requirements depend less on model architecture than on where the decision actually resides. Table 2 

distinguishes four configurations. 

Table 2. Configurations of AI decision authority in supply chains 

Configuration Machine function Human function Locus of decision Illustrative use 

A. Descriptive Aggregates and reports Interprets and decides Human 
Spend dashboards; tier-one 

visibility maps 

B. Advisory Predicts and recommends Evaluates and decides 
Human, but anchored by 

the recommendation 

Demand forecasting; 

supplier scorecards 

C. Delegated 
Decides and executes 

within bounds 

Sets bounds; reviews 

exceptions; audits after the 

fact 

Machine, within a 

human-set envelope 

Automated replenishment; 

freight rebooking; spot 

buying 

D. Autonomous 
Sets sub-goals; coordinates 

with other agents; executes 

Sets objectives; monitors 

aggregate outcomes 

Machine, distributed 

across agents 

End-to-end orchestration 

across procurement, 

logistics, and finance 

The literature has concentrated on the advisory configuration, where explanation supports a human judgement. 

Deployment has moved to delegated execution and is entering autonomous orchestration (Akanbi et al., 2025; 

Ogundairo, 2025), where explanation must instead support reconstruction of a decision already taken and executed. 

The advisory configuration is less protective than it appears. Advisory systems produce a default, and defaults are 

sticky. When a recommendation arrives with a confidence score and an accept control, the marginal cost of acceptance 

approaches zero while rejection costs analysis time and personal exposure if the override proves wrong. Under 

production conditions an advisory system with a high acceptance rate is functionally a delegated system carrying 
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advisory-grade protections, which is the least defensible combination available: real machine authority with nominal 

human accountability. Organizations should therefore classify systems by observed override rate rather than by design 

intent. This is the configuration in which the human operator absorbs blame for failures they had no realistic capacity 

to prevent (Elish, 2019; Wagner, 2019). Human oversight requirements fail in practice for the same reason, namely 

that the reviewer lacks the time, information, incentive, or authority to override (Green, 2022; Green & Chen, 2019; 

Ladapo et al., 2022, 2024). 

Authority also migrates without deliberate decision. A model is deployed as advisory; performance is good and trust 

accrues; a threshold is introduced so that low-value or high-confidence cases pass without review, justified as 

efficiency rather than as a transfer of authority; the threshold is raised; scope extends to adjacent categories; and 

integration with the enterprise resource planning system allows the model to write rather than only read, at which point 

recommendation becomes execution (Okonkwo et al., 2024f, 2023). Figure 1 shows the sequence. At no point does a 

governance body approve a delegation, because no single step appears to constitute one. Governance risk accumulates 

in the gaps between increments, which is why Layer 1 of the framework makes authority allocation an explicit and 

periodically reauthorized act. 

 

Figure 1. Drift of decision authority from advisory recommendation to autonomous execution. 

3.2 Mechanisms of governance risk 

Table 3 summarizes seven mechanisms. They are analytically distinct and require different controls, but in deployed 

systems they compound. 

Table 3. Mechanisms of governance risk 

Code Mechanism Generating condition Primary consequence 

M1 Epistemic opacity 

Inputs systematically weakest where risk 

concentrates; confidence diverges from 

validity 

Unjustified precision; low scores in 

unobserved network regions 

M2 Accountability diffusion 
Responsibility fragments across vendor, 

function, jurisdiction, and counterparty seams 

Elastic accountability; no forum can 

compel a complete account 

M3 Inherited data liability 
Provenance of training and operating data not 

controlled by the deployer 

Legal, evidential, and contaminative 

exposure 
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Code Mechanism Generating condition Primary consequence 

M4 Algorithmic monoculture 
Common vendors, models, and signal 

providers across competing firms 

Synchronised exit; convergent sourcing; 

reflexive amplification 

M5 Displaced coercion 
Optimisation pressure transmitted to suppliers 

with limited absorptive capacity 

Adverse human rights impact invisible to 

the deploying system 

M6 Jurisdictional fragmentation 
Divergent definitions, obligations, and 

timetables across regimes 
Segmented deployment; arbitrage; deferral 

M7 
Model supply chain 

concentration 

Few providers of models, platforms, and 

commercial risk data 

Unnotified behavior change; irreproducible 

decisions; sectoral correlation 

Epistemic opacity. Even a fully interpretable model produces unjustified confidence when its inputs are structurally 

unrepresentative of the phenomenon assessed. A supplier risk score drawn from audit records, self-declarations, 

certification databases, trade data, and media monitoring learns to predict detected and documented risk, and will 

assign low scores to opaque regions of the network because opacity resembles absence in the training data. The output 

carries an implied precision the evidence cannot bear, and once it enters a workflow it acquires an authority the 

qualitative judgement it replaced never had, because it arrives without a visible author. Opacity of this kind is intrinsic 

to the scale and character of machine learning rather than a product of concealment (Burrell, 2016), and it is 

compounded because private audit documentation is itself an unreliable signal of conditions on the ground (LeBaron 

& Lister, 2015; Locke, 2013). Visibility research reaches the compatible conclusion that disclosure frameworks deliver 

value only where the underlying data actually reach the tiers that matter (Abioye et al., 2023; Akin-Oluyomi et al., 

2023b; Nnabueze et al., 2021). 

Accountability diffusion. Responsibility fragments along at least five seams: between vendor and deployer, 

between model provider and application vendor, between business and technical functions, between buyer and 

supplier, and across legal entities and jurisdictions. This is the problem of many hands, in which computerized systems 

distribute causal contribution so widely that no single party can be held responsible (Nissenbaum, 1996). The 

consequence is not the absence of accountability but its elasticity, since every party can construct a defensible account 

in which the decisive contribution lay elsewhere. Work on algorithmic accountability and model risk management in 

regulated industries identifies the same fragmentation and proposes assignment in advance rather than attribution after 

the event (Ominyi & Anichukwueze, 2023, 2024; Ominyi et al., 2026b). 

Inherited data liability. Systems are trained and operated on data whose provenance the deploying firm did not 

control. Supplier-submitted documentation, third-party risk databases, purchased datasets, and scraped content each 

carry potential defects in licensing, legal basis, and accuracy. Three exposures follow: legal, where personal data of 

supplier personnel crosses jurisdictions with divergent transfer rules (Annan, 2022; Ominyi & Anichukwueze, 2022a); 

evidential, where undocumented provenance cannot demonstrate that diligence was adequate (Aneke et al., 2023); and 

contaminative, where erroneous data propagate into decisions that cannot be traced back to the originating record. 

Dataset documentation practice exists precisely to make these properties inspectable before deployment (Gebru et al., 

2021). 

Algorithmic monoculture and correlated failure. Competing firms procure comparable systems from a small 

number of vendors, built on fewer foundation models, fed by common signal providers. Three effects follow. 

Synchronized exit occurs when a supplier flagged by one buyer is flagged by all, near simultaneously, possibly on an 

error no single buyer has an incentive to investigate. Convergent sourcing means diversification measured at firm level 

coexists with concentration at sector level, since optimizers pointed at similar objectives on similar data recommend 

similar alternatives. Reflexive amplification occurs when many autonomous systems detect the same disruption signal 

and respond within minutes, so that the aggregate response exceeds the initiating shock. Human procurement 

organizations respond over days with heterogeneous judgement, which damps propagation; machine response is fast 

and homogeneous, which amplifies it. Formal analysis shows that algorithmic monoculture can reduce aggregate 

outcome quality even where each individual algorithm outperforms the human judgement it replaces, because 

correlated selection destroys the diversifying benefit of independent error (Kleinberg & Raghavan, 2021), and the 
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financial sector has already encountered the systemic form of this dynamic (Danielsson et al., 2022). This exposure is 

generated by the correlation structure of the sector rather than by any firm's own configuration, which is why it cannot 

be managed at firm level alone. 

Displaced coercion. Optimization exerts pressure that terminates in workplaces the deploying firm cannot see. 

Dynamic lead-time compression, algorithmically determined order variability, and automated penalty enforcement 

transmit demands to suppliers whose capacity to absorb them is limited; the supplier meets them through overtime, 

subcontracting, or informal labour; the buyer's system records on-time delivery and improves the supplier's score. Two 

features make this worse under automation than under human purchasing. Optimization operates continuously and at 

the boundary of feasibility, removing slack that human buyers left in place through inattention or relationship 

management (Ike et al., 2021, 2022). And the causal chain from objective function to labor practice is long enough 

that no individual decision appears to be a decision about working conditions at all. A purchasing algorithm that 

systematically contributes to excessive working hours is a contribution to adverse impact within the meaning of 

established due diligence standards, regardless of intent (Organization for Economic Co-operation and Development 

[OECD], 2018, 2023; United Nations, 2011), yet few firms assess their own purchasing algorithms as a due diligence 

subject. Automated systems producing differential outcomes for identifiable groups also attract direct compliance 

exposure (Annan, 2025a; Ominyi & Anichukwueze, 2024). 

Jurisdictional fragmentation. A single system may be subject to European AI regulation, sectoral rules, export 

controls, data protection law in several jurisdictions, and national due diligence statutes, which define regulated activity 

differently and apply on incompatible timetables (Annan, 2022; Ominyi & Anichukwueze, 2022a; Ominyi et al., 

2024b). Fragmentation drives geographic segmentation of deployment, which defeats the network-level visibility that 

motivated the system, and invites deferral, which is itself a governance failure while the underlying activity continues. 

Sector-specific disclosure regimes add a further layer where environmental and social reporting obligations intersect 

with automated data collection (Ominyi & Anichukwueze, 2022b), and confidentiality constraints on enterprise 

language model deployment restrict what may lawfully be recorded in a decision log (Ominyi et al., 2025c). 

Concentration in the model supply chain. Firms conduct extensive diligence on suppliers of physical components 

and comparatively little on suppliers of cognition, yet the model layer is more concentrated than most physical inputs. 

Providers update models without notice sufficient to revalidate; retired versions may make past decisions 

irreproducible, defeating audit; and the same concentration that creates individual dependency creates sectoral 

correlation. Model providers belong in the supplier risk register with the treatment given to a sole-source supplier of a 

critical component, including documented alternatives, exit provisions, and tested fallback (Akin-Oluyomi et al., 

2023b; Wedraogo et al., 2025). 

3.3 The regulatory position 

Table 4 summarizes the principal instruments as verified against official sources up to the July 2026 search cut-off 

stated in Section 2.2 (see also Section 2.4). Three observations follow. 

Table 4. Governance instruments and allocation of responsibility 

Instrument Jurisdiction Principal obligation Locus of responsibility Status 

Regulation (EU) 2024/1689 

(AI Act) 
European Union 

Risk management, data 

governance, logging, human 

oversight, transparency for high-

risk systems 

Provider and deployer 

Transparency and 

literacy in force; 

high-risk obligations 

deferred to Dec. 

2027 and Aug. 2028 

Directive (EU) 2026/470 

(CSDDD as amended) 
European Union 

Risk-based human rights and 

environmental due diligence 

across the chain of activities 

In-scope undertaking 

Scope narrowed; 

compliance deferred 

to 2029 
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Instrument Jurisdiction Principal obligation Locus of responsibility Status 

UN Guiding Principles; OECD 

guidance 
International 

Identify and address adverse 

impacts caused or contributed to 
Enterprise 

Voluntary; 

incorporated by 

reference into 

binding regimes 

ISO/IEC 42001 International 
Certifiable AI management 

system 
Deploying organisation 

Voluntary; 

procurement-legible 

NIST AI Risk Management 

Framework 
United States 

Govern, map, measure, and 

manage AI risk 
Deploying organisation 

Voluntary; 

contractually 

imposed 

ISO 31000 International 
Enterprise risk management 

architecture 
Deploying organisation 

Voluntary; 

integration 

backbone 

The direction of travel is from voluntary guidance to binding obligation, but the timetable has moved. The European 

Union deferred high-risk obligations under its AI Regulation to December 2027 for standalone systems and August 

2028 for embedded ones, while leaving transparency and AI literacy duties on their original schedule. Corporate 

sustainability due diligence was narrowed in scope and deferred to 2029, though negotiators rejected proposals to 

confine diligence to direct suppliers, so the risk-based approach still extends across the chain of activities. Readiness 

studies indicate that multinational enterprises are, on the whole, not positioned for either regime (European Parliament 

& Council of the European Union, 2024, 2026; Ominyi et al., 2024b). 

Obligations attach to identifiable regulated entities while risk is generated by a distributed technical substrate. 

Regulation reaches the manufacturer or the in-scope undertaking; it does not reach the model provider whose update 

changed a decision boundary, nor the third-party data vendor whose error propagated into a supplier score. Comparable 

scope problems are documented across data protection regimes and platform liability frameworks (Ominyi & 

Anichukwueze, 2022a; Ominyi et al., 2025b). 

Requirements are converging on transparency and diverging on verification. Instruments increasingly mandate 

disclosure of composition, logic, or impact; few mandate independent verification that the disclosure is accurate. 

Algorithmic accountability scholarship identifies this precisely. Transparency without the power to intervene produces 

no accountability (Ananny & Crawford, 2018); a general right to explanation of automated decisions is weaker than 

commonly assumed (Wachter et al., 2017); and trade secret protection is routinely invoked to limit what disclosure 

contains (Annan, 2024; Ominyi & Anichukwueze, 2023). Regulation is therefore reinforcing a coverage gap rather 

than closing it. 

3.4 The Governed Autonomy Framework 

The framework rests on six principles. Authority is granted rather than assumed. Accountability is assigned before 

deployment rather than attributed after an incident. Traceability is an operational requirement, not a documentation 

exercise. Transparency is calibrated to the audience, since regulators, boards, affected suppliers, and internal reviewers 

need different information at different depths. Contestability is the operative test of accountability. And resilience 

includes resilience to the AI layer itself, extending the redundancy, flexibility, and visibility levers of the resilience 

literature to the analytical layer that literature has treated as dependable infrastructure (Christopher & Peck, 2004; 

Ivanov & Dolgui, 2020; Sheffi & Rice, 2005; Wieland & Durach, 2021; Wu et al., 2025). 

The framework comprises four layers ordered by dependency, with three cross-cutting enablers. Traceability is 

meaningless without a definition of what the system was authorised to do; assurance cannot proceed without a traceable 

record; and resilience measures cannot be specified without knowing which decisions are assured. Figure 2 shows the 

architecture, and Table 5 maps each mechanism from Table 3 to the layer that addresses it. 
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Figure 2. The Governed Autonomy Framework: four layers ordered by dependency, with cross-cutting enablers. 

Table 5. Coverage of governance risk mechanisms by framework layer 

Framework layer M1 M2 M3 M4 M5 M6 M7 

Layer 1: Decision rights and authority tiering S P  S P S S 

Layer 2: Evidentiary traceability P P P  S P P 

Layer 3: Assurance and contestability P S S S P S S 

Layer 4: Resilience engineering S   P   P 

Enabler: Board oversight S P S S S P P 

Enabler: Contract architecture  P P S S P P 

P = primary; S = supporting. 

Layer 1: decision rights and authority tiering. Every AI-enabled decision type is registered with its configuration 

under Table 2, assigned by observed override rate rather than design intent. The registration records an authority 

envelope expressed as concrete limits on value, volume, counterparty class, geography, and duration; the named human 

authority who granted the delegation; the escalation trigger; the reversal mechanism and its latency; and an expiry date. 

Decision types are tiered by the severity and reversibility of their effect on parties outside the firm rather than by 

transaction value, so that a low-value automated decision terminating a small supplier's only customer relationship is 

treated as high tier. Decisions with irreversible third-party effects, including termination of a supplier relationship or 

designation as a sanctions or forced-labor risk, and any decision executed in a jurisdiction subject to heightened 

procurement compliance obligations (Okonkwo et al., 2021), remain advisory-only, with machine output entering as 

evidence in a documented human decision. Envelopes must be enforced technically rather than stated in policy, and 

multi-agent configurations require aggregate envelopes, because individually compliant agent actions can combine 
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into a commitment no single agent was authorised to make (Akanbi et al., 2025; Nwakamma et al., 2024b). Delegations 

expire and default to the prior tier unless positively renewed. 

Layer 2: evidentiary traceability. For every registered decision the system persists an automated decision record. 

The record covers identifier and timestamp; decision type and tier; model or agent identity and exact version; 

configuration and thresholds in force; inputs with source and retrieval time; output including alternatives considered; 

the envelope invoked; whether human review occurred and with what result; the action executed; and links to any 

reversal or appeal. Reproducibility requires retention of model versions, or contractual commitments from vendors to 

retain retired versions for the applicable limitation period. Each data source carries a provenance record covering 

origin, licence, collection method, refresh frequency, coverage limitations, and personal data content with legal basis. 

Coverage limitation is the element most often omitted and most important: scores should carry an epistemic coverage 

indicator distinct from statistical confidence, because a low risk score with low coverage means the system found little 

where it examined little. The requirement is reviewability, meaning that the decision process as a whole rather than 

the model alone is recorded in a form permitting later scrutiny (Cobbe et al., 2021; Kroll et al., 2017), supported by 

artefact-level documentation of models and datasets (Gebru et al., 2021; Mitchell et al., 2019). Traceability 

infrastructure of this kind is already demonstrated through smart compliance and distributed-ledger audit trails (Abioye 

et al., 2023; Ekwunife et al., 2024) and in regulated-chain custody models (Aneke & Adesemoye, 2019; Eze et al., 

2023). 

Layer 3: assurance and contestability. Internal assurance follows a three-lines structure in which the deploying 

function owns performance, an independent function validates models and monitors envelope compliance, and internal 

audit examines whether tiering reflects observed behavior and whether reauthorization is substantive (Aliliele et al., 

2025; Okojie, Filani, et al., 2023). Independent algorithmic audit and impact assessment provide the external 

counterpart (Metcalf et al., 2021; Raji et al., 2020; Selbst, 2021). Assessment is conducted before deployment and on 

material change, and must treat the objective function itself as an object of assessment, since a purchasing optimizer’s 

effect on working hours is a property of what it maximizes rather than of how accurately it predicts. 

Supplier contestability is the framework's principal departure from intra-organizational accountability models. Any 

supplier materially affected by a registered automated decision is entitled to five elements of process. These are notice 

that an automated system contributed materially, a statement of the principal factors at a level permitting meaningful 

response, a route to submit corrective information, review by a human with authority to reverse, and a determination 

within a stated period. Three objections arise. Confidentiality is answered by the fact that the entitlement is to principal 

factors rather than to the model. Volume is answered by restricting the entitlement to the two highest tiers. Gaming is 

answered by describing factor categories without exposing detection thresholds. The decisive justification is not ethical 

but epistemic. Suppliers hold information about themselves that no external data source contains, and they have a 

strong incentive to correct false positives; a firm that suppresses this channel is choosing to leave its own data quality 

defects undetected, and to participate in synchronized exit decisions that may be sector-wide errors. Supplier 

sustainability measurement research reports the same dependence on supplier-supplied data that no buyer-side system 

can reconstruct (Akin-Oluyomi, Okoruwa, et al., 2023). 

Layer 4: resilience engineering. Each registered decision type requires a documented and periodically exercised 

fallback, since fallbacks that exist only on paper are not fallbacks. Because delegation erodes the skills that fallback 

presupposes, organizations must deliberately maintain the judgement, relationships, and category knowledge that 

resumption requires, which is a staffing and rotation question rather than a technology question (Essandoh et al., 2025). 

Circuit breakers limit the rate and aggregate scale of change an automated system can initiate, containing a data error 

rather than converting it into a supply crisis. Monitoring must cover the behavior of the decision system itself, including 

distribution shifts and divergence following a vendor model update (Nwakamma et al., 2024a; Ominyi et al., 2024a). 

Deliberate heterogeneity limits monoculture exposure by avoiding full dependence on a single model and data provider 

for critical decision classes and by reserving allocation weight for options a purely optimal solution would exclude. 

Resilience indices and diversification models from the supply chain literature supply the measurement apparatus 
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(Akinleye, 2024; Efobi et al., 2023; Ike et al., 2021; Ogunwole et al., 2021), and digital twin and ripple-effect methods 

provide a simulation environment in which fallback and propagation can be tested before they are needed (Ivanov et 

al., 2019; Kleindorfer & Saad, 2005; Sodhi & Tang, 2012). 

Cross-cutting enablers. Board oversight requires periodic reporting of the registered inventory and tiers, 

delegations granted or renewed, incidents and reversals, override rates against expectation, supplier appeals and 

outcomes, vendor concentration, and fallback exercise results (Ike et al., 2024; Ominyi et al., 2026b). Capability is a 

precondition rather than a supplement, since category managers who cannot interrogate a score cannot discharge the 

oversight the framework assigns them. Contract architecture must transmit obligations both upstream and downstream. 

Upstream, contracts with vendors must cover disclosure of material model changes, revalidation rights, retention of 

retired versions, audit rights, incident notification, exit assistance, and liability allocation reflecting actual control. 

Downstream, contracts with suppliers must cover disclosure of automated decision-making, the contestability 

entitlement, and data correction obligations (Akin-Oluyomi et al., 2023b, 2024; Akinleye & Adeyoyin, 2022). 

3.5 Operationalization 

Table 6 presents a five-level maturity model. The gap that matters is between levels two and three, because level two 

produces documentation while level three produces control. 

Table 6. Governance maturity for AI-enabled supply chain decisions 

Level Decision rights Traceability Assurance Resilience 

1. Ad hoc 
Undocumented; authority 

emerges from configuration 

Application logs only; 

decisions not 

reconstructable 

None specific to AI 
None; failure surfaces as 

operational incident 

2. Defined 
Inventory exists; tiers 

assigned by design intent 

Decision records for high-

consequence classes 
Internal model validation 

Documented fallback, 

untested 

3. Controlled 

Tiers assigned by observed 

behavior; envelopes 

enforced technically; 

delegations expire 

Full records with 

provenance and version 

continuity 

Independent validation; 

impact assessment; 

supplier appeal channel 

Fallbacks exercised; circuit 

breakers; monitoring of 

system outputs 

4. Assured 

Board-level reauthorization; 

aggregate envelopes for 

multi-agent configurations 

Reproducibility guaranteed 

contractually; epistemic 

coverage reported 

External audit or 

certification; appeals 

analyzed as a quality 

signal 

Deliberate heterogeneity; 

capability maintenance; 

scheduled manual operation 

5. Adaptive 

Authority adjusts to 

demonstrated performance 

under governance approval 

Traceability extends across 

vendor and partner 

boundaries 

Assurance results feed 

model and objective 

redesign 

Sector-level coordination on 

correlated exposure 

Governance performance requires measurement distinct from model performance. Authority integrity is measured by 

the proportion of decision types with current unexpired delegations, envelope breaches detected, and drift between 

designed and observed tier. Traceability is measured by the proportion of decisions with complete records, the 

proportion reproducible on demand, and median time to reconstruct a decision on request. Contestability is measured 

by supplier appeal rate, the proportion of appeals resulting in reversal, and median time to determination, noting that 

a reversal rate near zero suggests the channel is not functioning rather than that the system is faultless. Oversight 

effectiveness is measured by override rates against expectation and by whether overrides proved superior. Resilience 

is measured by time since last exercised fallback, concentration of critical decisions by provider, and vendor updates 

deployed without revalidation. Indicator frameworks of this type are established in performance governance practice 

(Babatope et al., 2023; Filani et al., 2023). 

Implementation proceeds in four phases. The first inventories every AI-enabled decision type, including systems 

adopted by business functions without central visibility, classifies them by observed override rate, and stops any 

irreversible-effect decision currently executing without human authority. The second constructs the decision authority 

matrix and implements technical envelope enforcement and circuit breakers, which deliver the largest immediate risk 
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reduction per unit of effort. The third establishes independent validation and impact assessment, opens the supplier 

contestability channel, and renegotiates vendor contracts at renewal. The fourth pursues external assurance, addresses 

provider concentration, and integrates board reporting with due diligence governance ahead of the 2027 and 2029 

regulatory dates. 

4. Discussion 

4.1 Trust transitivity and the limits of perimeter thinking 

Every mechanism in Table 3 instantiates a single structural property: authority in automated supply chains is transitive 

and largely unverified. A firm makes an explicit decision about a small number of systems and thereby inherits, without 

further decision, the design choices of every model provider, data vendor, and configuration author upstream of them. 

Perimeter-derived controls underperform here because they assume a boundary across which trust is granted and can 

be withheld, whereas a decision pipeline offers only a gradient of decreasing visibility. The properties that matter are 

therefore verifiability properties rather than access-control properties, which is the same conclusion reached in the 

procedural regularity literature on accountable algorithms (Cobbe et al., 2021; Kroll et al., 2017). 

4.2 Transparency without verification 

The regulatory and research emphasis on disclosure is not misplaced but is incomplete in a diagnosable way. Disclosure 

of composition, logic, or impact and verification of provenance and behavior answer different questions, and only the 

second detects the failure that dominates practice: a system operating exactly as specified on inputs that were wrong, 

or optimizing exactly the objective it was given with consequences nobody assessed. The corpus contains mature 

instruments for verification, including independent validation, impact assessment, and audit trail architecture (Abioye 

et al., 2023; Okojie, Filani, et al., 2023; Ominyi et al., 2026b), and shows them under-adopted while disclosure absorbs 

the compliance budget. Closing that gap is the highest-value near-term intervention available to practitioners and 

standards bodies alike. Firms that treat verifiable governance as a market signal rather than as a cost report competitive 

benefit from it (Annan, 2025b). 

4.3 The temporal argument 

Machine decision cycles are measured in seconds and minutes; governance cycles in weeks and quarters. Quarterly 

supplier review, annual model validation, and periodic audit are correctly designed for a decision rate that no longer 

obtains. Two implications follow. Controls should be repositioned from periodic to synchronous, meaning enforcement 

at the point of decision through envelopes and circuit breakers rather than review after the fact. And latency should be 

introduced deliberately for high-consequence decision classes, so that reversal remains possible within the window in 

which harm can still be undone. 

4.4 Artificial intelligence on both sides of the problem 

AI enters the analysis in three roles that are frequently conflated, and conflating them produces confused conclusions. 

As a source of exposure it introduces opacity, monoculture, and displaced coercion. As an instrument of control it 

enables continuous compliance monitoring, anomaly detection, and automated assurance at volumes human review 

cannot approach (Ominyi et al., 2024a, 2025a). And as an object of governance it requires the approval, documentation, 

and audit obligations that regulated industries already apply to models treated as production assets (Ominyi & 

Anichukwueze, 2023, 2024; Ominyi et al., 2026a). Automated release-gating of model behavior offers a control point 

that transfers directly to supply chain deployment (Nwakamma et al., 2024a). Agentic systems separately introduce a 

distinct threat class comprising prompt injection, tool poisoning, memory manipulation, and excessive agency, which 

must be governed at the point of tool access rather than at the point of output (Nwakamma et al., 2024b). Data curation 

practice determines much of what a deployed system will do, which places provenance discipline upstream of model 

governance rather than beside it (Oyesiji et al., 2024). 
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4.5 Incentives and the location of marginal return 

Regulatory obligations and compliance budgets sit with the buying organization. The exposures that matter most, 

including deep-tier opacity and displaced coercion, are generated where that organization has least visibility and least 

contractual reach. This suggests that the implicit model, in which governance is procured downstream and enforced 

by audit, is misaligned with where the marginal return is highest. Mechanisms that invest upstream, including supplier 

capability development, data quality collaboration, and relationship structures that make disclosure rational for the 

supplier, target the actual point of failure (Akin-Oluyomi et al., 2024; Akinleye & Adeyoyin, 2022; Efobi et al., 2022; 

Ike et al., 2021). Sustainable and green procurement research reaches a compatible conclusion, finding that supplier-

side capability rather than buyer-side specification determines whether standards are met in practice (Akin-Oluyomi 

et al., 2023a; Akinleye et al., 2023; Okojie et al., 2020). The corpus contains little evaluation of such mechanisms 

against downstream governance outcomes, which is the principal research gap. 

4.6 Limitations 

The framework is conceptual and has not been empirically validated; its costs and effectiveness in operation are 

unknown. Full implementation will be feasible primarily for large firms, which risks a governance gap in which mid-

sized enterprises deploy comparable systems without comparable controls, and a competitive dynamic in which 

governance becomes a disadvantage. Supplier contestability is the least tested element, and whether it functions at 

scale in networks of tens of thousands of suppliers is an open empirical question. Much of the framework depends on 

contractual leverage that firms may not possess against concentrated model providers. The regulatory analysis reflects 

instrument texts and amendments as verified against official sources up to the July 2026 search cut-off (Section 2.2, 

Section 2.4), a period of active amendment; readers relying on this account for compliance purposes should verify 

current requirements against the primary regulatory texts rather than against this account. And the monoculture 

problem exceeds the framework, since firm-level measures reduce a firm's contribution and vulnerability but cannot 

resolve what is fundamentally a collective action problem. 

4.7 Research agenda 

Six directions follow. Measurement of correlation, establishing the degree of model and data overlap across firms 

within sectors and the extent to which supplier screening outcomes actually converge. Field evaluation of 

contestability, covering usage, reversal rates, effects on data quality, and administrative cost. Treatment of objective 

functions as objects of due diligence, including constraint formulations that embed labor standards in the optimization 

rather than in downstream monitoring (Ike et al., 2022; Nnabueze et al., 2023). Extension of human oversight research 

to supply chain settings, examining the conditions under which override authority is genuinely exercised (Ladapo et 

al., 2022, 2024). Methods for quantifying and communicating epistemic coverage in poorly observed regions of 

supplier networks (Okojie, Ike, et al., 2023). And formal treatment of aggregate envelope enforcement where multiple 

agents can combine compliant actions into an unauthorized aggregate commitment (Akanbi et al., 2025; Ogundairo, 

2025). 

5. Conclusion 

The delegation of supply chain decisions to machines is proceeding faster than the construction of the institutions 

needed to answer for them. This is not principally a technical failure, since the models are in many applications better 

than the human judgement they replace. The failure is institutional. Authority migrates without being granted; records 

adequate to reconstruct decisions are not kept; the parties best placed to detect errors have no route to report them; and 

the correlated risk created by a whole sector reasoning with the same tools appears on no firm's risk register. 

The review advances four claims. Accountability structures rarely track the actual locus of decision, and advisory 

systems with high acceptance rates should be governed as delegated ones. Seven distinct mechanisms generate 

governance risk, of which algorithmic monoculture and displaced coercion are the least addressed in current practice. 
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A framework adequate to the problem must grant authority explicitly and bound it technically, record decisions in 

reconstructable form, extend assurance to the affected parties, and treat the AI layer itself as a source of exposure. And 

supplier contestability is the most valuable and most neglected control available, justified less by fairness than by the 

fact that the supplier holds information the model cannot otherwise obtain. 

Two practical conclusions follow. Human oversight is not a control unless the reviewer has the time, information, 

capability, and authority to override, and unless the organization measures whether overrides occur; declared oversight 

that does not function is worse than acknowledged automation, because it supplies false assurance. And current 

regulatory deferrals are not grounds for delay, because the evidentiary record that later compliance will require has to 

be created contemporaneously. The question facing governing bodies is not whether to permit machine decision-

making in their supply chains, which is settled in practice, but whether they will be able to account for what those 

machines do. That capacity is built deliberately and in advance, or it is unavailable when it is needed. 
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